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Abstract—Vulnerabilities in web applications, particularly
within content management systems (CMSs) and their plug-
ins, remain a critical attack vector in practice. Dynamic
testing techniques such as fuzzing are underutilized in the
web domain due to their limited ability to explore deeply
nested code paths and context-dependent application logic.
This limitation is especially pronounced in CMSs, where
third-party plugins often introduce complex, domain-specific
behaviors that challenge general-purpose fuzzers to detect
context-specific software defects.

In this work, we present THEMIS, a context-aware, grey-
box fuzzing framework specifically designed for WordPress
plugins. We built THEMIS based on the ATROPOS testing
infrastructure and extended it with a domain-specific instru-
mentation layer, an adaptive test harness, and a custom bug
oracle. Together, these components enable targeted vulner-
ability detection by guiding the fuzzer toward semantically
meaningful and security-relevant code paths. Our tool, by
design, prioritizes server-side vulnerability classes, including
injection flaws, insecure file access, and logic bugs, while
leveraging domain knowledge of WordPress APIs to improve
detection precision. We evaluate THEMIS on 68 real-world
plugins, including a representative subset drawn from related
work. THEMIS successfully reproduces known CVEs from this
selection and discovers 10 previously unknown vulnerabilities,
which have been responsibly disclosed to the affected vendors.
Compared to existing work, THEMIS achieves, on average,
faster bug discovery and higher code coverage across the
evaluated plugins. Our results demonstrate that domain-
specific dynamic analysis, when paired with context-aware
instrumentation and oracle-guided feedback, can outperform
generic fuzzers in precision, effectiveness, and depth of explo-
ration. These results underscore the importance of adopting
more secure, context-aware security testing strategies.

1. Introduction

Content Management Systems (CMSs) are among
the main technologies shaping the modern web devel-
opment ecosystem. These platforms allow users to create,
host, and collaboratively manage web content. Beyond
core functionality, CMS platforms typically offer a wide
range of pre-designed themes, page layouts, and reusable
components such as contact forms, navigation bars, and
interactive elements. WordPress is the most widely de-
ployed CMS platform for building and managing web
applications, powering over 60% of all websites that use
a CMS and approximately 43.5% of all websites on the
Internet [10], [57]. Notably, flexible CMS platforms like

WordPress, Drupal, or Joomla support the integration of
custom extensions through third-party plugins and themes.
Websites commonly use plugins for their business work-
flow. When these are outdated and unpatched, they may
introduce severe security issues such as privilege escalation
or unauthorized actions, potentially compromising the
security of the entire web application. According to threat
intelligence reports from WPScan, Wordfence, and several
case studies in the literature [3], [29], [50], [62], [67], over
90% of reported vulnerabilities are attributed to third-
party extensions. These vulnerabilities have frequently
resulted in the exposure of millions of sensitive user
records. Third-party plugins, which interact across different
components and security boundaries, can therefore pose
significant security challenges. Given the heterogeneity of
their codebases and varying levels of maintenance, they
often become vectors for introducing both security and
logical vulnerabilities.

Unfortunately, web applications lack built-in mecha-
nisms for mitigating common security threats, such as
memory sanitizers [48], [49], [51], that are widely used
in traditional software testing environments. In response,
various approaches have been proposed to enhance the se-
curity of web applications [24], [53], [55], including those
specifically tailored to the WordPress ecosystem [40], [70].
One such approach involves the deployment of security
plugins that monitor for unauthorized file uploads, altered
core files, suspicious database behavior, and other signs of
malicious intrusion [29], [58]. These tools are particularly
effective at detecting and mitigating ongoing attacks. In
addition to these reactive defenses, proactive strategies such
as static analysis and pre-deployment security reviews aim
to identify and remediate vulnerabilities before they can
be exploited [15], [27], [60], [68]. While prior research
has addressed different kinds of client-side and server-
side vulnerabilities, less attention has been paid to the
unique security boundary among the PHP interpreter, the
WordPress core APIs, and third-party plugins. In a flexible
and dynamic environment like WordPress, this boundary
becomes a source of subtle and complex vulnerability
classes. Without rigorous testing, interactions across these
layers may introduce exploitable behaviors that existing
approaches fail to detect.

Prior work considering WordPress, such as PHUZZ [40],
has demonstrated limited effectiveness in short-term
fuzzing scenarios, primarily due to its reliance on extensive
preprocessing, disabled runtime mitigations, and the lack
of a fully functional WordPress deployment. While PHUZZ
achieved strong results over long fuzzing campaigns, these
constraints limit its practical applicability. Conversely,
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WPGARLIC [70] adopts a more comprehensive view of
plugin attack surfaces but suffers from a high false positive
rate and lacks automation in bug triage, relying heavily
on manual analysis. Despite these efforts, many classes of
vulnerabilities remain undetected. Certain vulnerabilities,
especially logical bugs, are highly context-dependent and
require domain insight or understanding of the application’s
internal structure.

In this paper, we present THEMIS, a context-aware,
directed grey-box web fuzzing framework. Our framework
incorporates a snapshot-enabled VM-based testing environ-
ment that preserves runtime semantics, maintains security
features such as nonces, and facilitates deterministic test
execution, thereby enabling efficient and precise vulner-
ability discovery. We implement a prototype of THEMIS
on top of ATROPOS [24]. While ATROPOS provides a
solid foundation for general-purpose web fuzzing, it lacks
several key capabilities required for effective plugin testing
in WordPress. Specifically, it does not support fine-grained
code instrumentation tailored to WordPress internals, lacks
specialized bug oracles for plugin-specific vulnerability
classes, and offers no context-sensitive mechanisms to steer
execution toward plugin logic. THEMIS addresses these
limitations by dynamically adapting its fuzzing strategy
based on the currently explored execution context, thereby
reaching deeper states within plugin workflows and uncov-
ering server-side logic vulnerabilities. THEMIS is designed
to monitor interactions between the WordPress core and
third-party plugins. Our objective is to detect security-
relevant flows that may lead to server-side vulnerabilities,
with a focus on logic flaws and unsafe data propagation.
Our evaluation demonstrates that combining directed grey-
box fuzzing with customized feedback mechanisms and
carefully designed bug oracles enables the detection of a
range of vulnerabilities beyond those discovered by generic
approaches.

To evaluate the effectiveness of our approach, we
conducted experiments on a set of 10 representative plugins,
comparing THEMIS against ATROPOS using established
metrics such as code coverage and time-to-bug. The
results show that THEMIS consistently discovers more
bugs in less time and achieves greater code coverage than
ATROPOS. We further evaluated a larger dataset of 68
targets selected from plugins analyzed in previous research
to assess THEMIS’s capabilities for bug discovery. In
this broader evaluation, we successfully replicated the
majority of previously reported CVEs and identified 10
previously unknown vulnerabilities, three of which have
been assigned CVE identifiers, all of which have been
responsibly disclosed. Finally, we conducted an impact
analysis to measure the adoption of these plugins across
the 200K top-ranking websites. Our findings highlight the
real-world relevance of our approach and underscore the
need for more robust plugin security evaluation techniques.
In summary, we make the following key contributions:

• We develop specialized instrumentation for PHP
frameworks that integrates domain-specific knowl-
edge and tailored instrumentation for WordPress
core APIs. This allows us to statically annotate and
dynamically monitor security-sensitive sinks in the
PHP interpreter and WordPress core components,
enabling broader and more precise tracking of

potentially malicious input flows caused by third-
party plugins.

• We design a custom bug oracle capable of detecting
a wide range of context-dependent vulnerabilities
tailored explicitly to the WordPress plugin-based
architecture. Our oracle detects violations of trust
boundaries and improper data propagation across
plugin-core interfaces.

• We implement our approach in a prototype called
THEMIS, which performs context-aware directed
grey-box fuzzing tailored for WordPress plugins.
THEMIS employs an adaptive harness that allows
our web fuzzer to select and employ one or more
predefined strategy designs to detect specific bug
classes in WordPress.

To foster further research, we release the source code
and experimental artifacts of THEMIS at https://github.com/
CISPA-SysSec/themis.

2. Background

In the following, we provide the technical context nec-
essary to understand our approach. We begin by outlining
the architectural principles and extensibility mechanisms of
WordPress, our target platform. We then briefly introduce
fuzzing as a dynamic software testing method and highlight
its specific challenges in web environments. We also
review common vulnerability classes prevalent in PHP-
based platforms to illustrate the security context.

2.1. WordPress

In practice, WordPress is by far the most widely
deployed CMS platform, powering over 60% of all CMS-
based websites and roughly 43.5% of all websites on the In-
ternet [10], [57]. It enables rapid deployment and supports
extensive customization through a modular architecture
grounded in standardized APIs. This architecture facilitates
communication between the WordPress core and third-party
extensions and promotes the separation of concerns across
its internal layers. While this model is typical for modern
CMS solutions, WordPress distinguishes itself through its
broad adoption and the richness of its plugin and theme
ecosystem. More specifically, WordPress exposes a multi-
layered core API [64] that allows developers to extend or
modify site behavior without altering core files. The two
primary extension types supported by this API ecosystem
are plugins, which extend core functionality by introducing
new features, automation routines, or service integrations,
and themes, which define the site’s visual layout and user
interface elements and may include administrative tools
and configuration settings.

It is considered best practice to rely on these extension
mechanisms rather than directly modifying core files,
according to official documentation and third-party security
guidelines [42], [65]. Extensions interface with WordPress
via a suite of specialized APIs. In this way, plugins and
themes interact with WordPress by calling API functions.
A concise summary of relevant WordPress APIs and their
role in plugin behavior is provided in Table 1.

https://github.com/CISPA-SysSec/themis
https://github.com/CISPA-SysSec/themis
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TABLE 1: Overview of relevant WordPress core APIs and their security-relevant roles, as supported by THEMIS.

API Description

Database API Provides structured access to persistent storage, including user metadata and configuration state.
HTTP API Facilitates outbound HTTP requests, abstracting transport-level logic and enabling third-party integration.
REST API Exposes structured, JSON-based endpoints for external services and headless frontend architectures.
Filesystem API Ensures secure and portable file system access across hosting environments.
Settings API Standardizes admin dashboard option management, affecting configuration persistence and sanitization.
Shortcode API Enables dynamic content insertion via template macros processed at render time.
Theme and Plugin API Responsible for seamlessly integrating extensions into the core functionality.
Object Cache API Caches expensive database queries in memory to improve runtime performance.

2.2. Fuzz Testing

Fuzz testing, or fuzzing, is a dynamic software testing
technique used to identify software faults and security
vulnerabilities by generating malformed or unexpected
inputs [36], [45], [72]. Fuzzing techniques aim to automat-
ically exercise paths and edge cases in the target system that
conventional test suites may not cover, to induce unusual
behavior and uncover hidden faults, assertion violations,
or logic errors that could indicate exploitable flaws. While
fuzzing is mature and widely used in native software
contexts [4], [5], [12], [18]–[21], [34], [37], [69], [71], its
application in the domain of web security remains under-
developed. In directed grey-box fuzzing [9], exploration
of the input space is guided by tracking code coverage,
which informs test case generation. Several domain-specific
challenges limit the effectiveness of fuzzing when targeting
web applications:

Complex Interfaces: Native programs expose well-
defined, low-level interfaces, such as command-line argu-
ments, file descriptors, and return codes. These make it
easier for fuzzers to detect faults and interpret feedback
signals. In contrast, web applications communicate via
high-level, stateful HTTP requests and responses. Inter-
preting server behavior through response codes or page
content introduces ambiguity, rendering automated fault
detection more challenging.

Stateful Communication: Web applications maintain
user context through cookies, tokens, and sessions. For
instance, access to administrative functions is controlled
by authentication and authorization mechanisms. These
stateful interactions complicate fuzzing, since inputs must
be crafted in a contextually valid sequence and replaying
test cases may require session persistence.

Vulnerability Classes: Web applications, particularly
those written in PHP, which powers over 70% of the
web [56], exhibit security weaknesses distinct from those
found in native binaries. Most web vulnerabilities arise
from improper input validation, insecure logic, or misuse
of built-in language features, rather than from memory
corruption. Common vulnerability classes relevant to web
applications include:

• SQL Injection (SQLi): Introduces unescaped input
into SQL queries, potentially exposing or corrupt-
ing backend data.

• Server-Side Request Forgery (SSRF): Coerces
the server into issuing unauthorized internal or
external HTTP requests.

• Cross-Site Request Forgery (CSRF): Leverages
authenticated sessions to perform unauthorized
actions without user consent.

• Remote Code Execution (RCE): Executes arbi-
trary server-side code, often resulting in full system
compromise.

• PHP File Inclusion: Exploits insecure use of func-
tions like include() or require() to execute
unintended code files.

• PHP Object Injection: Arises when untrusted data
is passed to unserialize(), allowing instantia-
tion of attacker-controlled objects.

• Unrestricted File Upload and Access: Occurs
when upload mechanisms fail to validate file types
or access rights, enabling attackers to deploy back-
doors or overwrite content.

In WordPress, such vulnerabilities often emerge from
complex interactions between plugins, themes, and the
WordPress core after execution in the PHP environment
and propagation through the WordPress and plugin context.

Crash Detection: Crashes in native software typically
produce observable signals (e.g., segmentation faults, core
dumps, or abnormal exits). In contrast, web applications of-
ten handle exceptions silently via redirects, error pages, or
generic messages. Consequently, HTTP response anomalies
alone may not reliably indicate underlying vulnerabilities.

3. Design

We now present the design of THEMIS, a novel
system for automatically testing WordPress plugins through
targeted source code instrumentation and feedback-guided
fuzzing. Our approach builds upon the ATROPOS frame-
work [24] and extends it with a custom fuzzing harness,
domain-specific bug oracles, security-relevant sink instru-
mentation in PHP, and an instrumentation design tailored
to the vulnerability landscape of WordPress plugins. In the
following, we describe our architectural components and
outline the main challenges in fuzzing WordPress plugins.

3.1. High-Level Overview

THEMIS inherits the architecture of ATROPOS [24],
adapting it to the dynamic testing of WordPress plugins.
At its core, THEMIS instruments the WordPress codebase
and captures feedback only from execution paths relevant
to plugin logic. This ensures that the fuzzer focuses on
semantically meaningful behavior, reducing noise from
unrelated core functionality.

WordPress Fuzzing Architecture. Figure 1 illustrates
the high-level architecture of THEMIS. In the Linux user
space, we employ AFL++ [18] as fuzzing frontend,
generating and mutating inputs that are subsequently
translated into the corresponding web request formats
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Figure 1: High-level overview of THEMIS Architecture.

Agent

PHP Interpreter

Wordpress Environment

PluginFuzzing
Harness

010011
110101
101101
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Figure 2: Nested execution layer of WordPress provided
in THEMIS for plugin fuzzing.

provided by ATROPOS. The WordPress environment is
interpreted by an instrumented PHP interpreter that acts
as our target application. Together, these components are
deployed within a Docker container running inside a virtual
machine (VM) managed by QEMU-Nyx [46], a modified
version of QEMU adapted for Nyx [46] that enables VM
snapshot and restore. This configuration enables efficient
VM snapshotting of the PHP environment, allowing rapid
state restoration between test executions. Snapshotting en-
sures both isolation across fuzzing iterations and increased
determinism, which are essential for the reproducibility and
debugging of discovered vulnerabilities. Security-relevant
sinks within WordPress core components are identified and
modified based on domain expertise, specifically to target
WordPress bug classes. Within that prepared execution
environment, we place our plugin under test that, in
our context, is integrated into the WordPress logic. At
that point, for each fuzzing loop, our fuzzing frontend
communicates via libnyx with the Agent, which translates
fuzzed inputs into FastCGI [41] requests, interfacing
with the PHP backend of WordPress. The plugin-specific
scenario is illustrated in Figure 2, where we place our
fuzzing harness within the WordPress Docker container,
which will allow for discovering different strategies based
on the context of the plugin under test.

In the Linux Kernel space, we use vanilla KVM to
enable hypercall-support for bidirectional guest-to-host
communication, which is then leveraged for exchanging
information between the fuzzing frontend and the THEMIS
backend.

initialize / invoke

Fuzzing Frontend Fuzzing Harness

AJAX Action

Menu ActionREST Route

Shortcode

WordPress

2 3

1 4

BackendFrontend

Figure 3: Overview of THEMIS’s WordPress plugin fuzzing
harness interaction between the fuzzing frontend and
WordPress core environment.

Fuzzing WordPress Plugins. Figure 3 shows how
our guest VM internal components work. In more detail,
THEMIS interacts with the fuzzing frontend that provides
an input to our harness in ❶ and determines viable plugin
routes and actions without executing unrelated WordPress
logic, thereby identifying suitable paths and enabling the
selection of different strategies based on runtime feedback
of our provided instrumentation. After a suitable strategy
has been identified in ❷, the execution path is determined.
To prepare the testing environment in ❸, the respective
dependencies and runtime components are initialized in
the WordPress environment, and in ❹, the selected plugin
action is executed, which then provides real-time feedback
to the fuzzing frontend for the following test case.

New Scope Definition. ATROPOS always considers
the entire PHP application during a fuzzing iteration,
eventually identifying many files irrelevant to vulnerability
discovery in the plugin under test. In contrast, THEMIS
leverages prior expertise to restrict fuzzing inputs exclu-
sively to files belonging either to the plugin itself or to
the previously generated harness files. Consequently, only
paths potentially reaching known critical sinks are explored,
eliminating substantial unnecessary overhead for our use
case. This optimization is essential, as execution speed and
efficiency are critical factors in maximizing meaningful
code coverage within our defined scope [23], [28]. Our
reduced scope enables precise testing of WordPress for
new attack types, as illustrated by the following basic
examples:

• do_action($action): a common WordPress id-
iom that may enable arbitrary code execution if
improperly handled.

• activate_plugin($plugin): a legitimate func-
tion call that, if misused in WordPress, may enable
unintended behavior such as privilege escalation if
not adequately secured.

These patterns illustrate how, in the absence of appropriate
input sanitization, seemingly benign API calls can intro-
duce critical security vulnerabilities into the WordPress
ecosystem, particularly given its plugin-based architecture.

3.2. Key Challenges

We identify key challenges in this domain and out-
line the strategies we developed to overcome each one
effectively.

3.2.1. Bug Detection. Detecting bugs in WordPress
presents unique challenges compared to generic PHP
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environments, owing to the dynamic behavior of the PHP
interpreter and the semantic complexity of WordPress’s
internal APIs. Many vulnerabilities in WordPress plugins
do not arise from direct PHP misuse, but rather from benign
PHP constructs being repurposed within security-sensitive
WordPress contexts. Consequently, vulnerabilities often
manifest at the boundary between generic PHP logic and
the domain-specific behavior of WordPress APIs. Details
can be found in Appendix C, Listing 6b.

Proposed Solution: To address this challenge, we ex-
tend traditional PHP-level instrumentation with annotation-
based instrumentation directly into the WordPress core
APIs. This allows us to label and monitor the propaga-
tion of user-controlled input through potentially unsafe
WordPress interfaces. Our key assumption in the threat
model is that any input reaching these code regions that
does not originate from the trusted WordPress codebase is
potentially dangerous and may trigger unintended behavior.
The WordPress core itself is assumed to be secure and
correctly implemented.

We further complement this approach with a custom
oracle tailored to WordPress-specific bug classes. This
oracle dynamically detects the propagation of tainted data
from the PHP execution layer into WordPress plugin
logic. When such propagation reaches sensitive API sinks,
the oracle generates a detailed log of the input flow,
thereby facilitating immediate vulnerability triage and long-
term system monitoring. This design enables the precise
detection of logic flaws and input validation vulnerabilities
that would otherwise evade generic fuzzing strategies.

3.2.2. Performance Overhead. Performance remains a
fundamental limitation in the context of web application
fuzzing. Unlike native binary fuzzing, where execution
speed can reach thousands of test cases per second, web-
based environments are significantly slower due to their
inherent complexity and reliance on high-overhead com-
ponents such as HTTP servers, interpreters, and database
backends. A key challenge is the latency associated with
each test case execution. This bottleneck restricts the
number of inputs processed within a given time frame,
limiting both the depth and breadth of fuzzing campaigns.
The web stack introduces multiple layers of indirection,
from request parsing to state persistence, which impede
the rapid iteration that modern fuzzers rely on for effective
exploration.

Proposed Solution: While snapshotting alone provides
essential support for determinism and reproducibility in
dynamic analysis, it must be paired with caching strategies
to achieve higher throughput and improve execution speed
for each test case in our fuzzing framework. Inspired by
FUZZCACHE [33], which demonstrated that repeated invo-
cations of WordPress database APIs constitute a dominant
source of execution overhead, we implemented a persistent
object-caching mechanism directly within the WordPress
environment. Unlike FUZZCACHE, which supports only
a limited subset of MySQLi operations and requires
additional source-code instrumentation, our caching layer
generalizes this approach to a broader range of API calls
by targeting redundant SQL queries across multiple page
loads. More specifically, THEMIS enhances the built-in
caching of WordPress by integrating an in-memory REDIS
database, which allows PHP objects to persist across

multiple requests within a single test case execution. This
approach is more flexible than FUZZCACHE, which only
handles specific MySQLi functions in their procedural
form and cannot fully accommodate the complexity of
WordPress in our testing scenario. By retaining query
responses in memory and reusing them across multiple
requests, we reduce database latency and improve overall
execution efficiency. This effectively introduces application-
layer state persistence, a capability not natively available
in WordPress. As a result, our approach enables more
fuzzing executions per second, a key factor for effective
fuzzing and better utilization of hardware resources during
large-scale fuzzing campaigns. Furthermore, our design
improves compatibility with other WordPress-like CMS
platforms.

3.2.3. Heterogeneous Search Space. WordPress presents
a complex and heterogeneous testing environment owing
to its dynamic execution model and the large number of
third-party plugins. These plugins vary significantly in
size, structure, and purpose, often incorporating deeply
nested logic and highly contextual behavior. As a result,
the vulnerabilities they expose can differ substantially,
making it challenging for any single fuzzing strategy to
effectively target all relevant bug classes across this diverse
ecosystem.

Proposed Solution: To address this diversity, we pro-
pose dynamic adaptive harnessing, a mechanism that auto-
matically adapts the fuzzing harness based on the observed
attack vectors of the target plugin. We built harnesses for
WordPress-specific attack surfaces (see Figure 3), which
expose target-tailored vulnerabilities such as Arbitrary
Option Update and Arbitrary Plugin Activation. Rather
than relying on a static, one-size-fits-all testing strategy,
our system introspects the plugin’s structure and execution
context to generate tailored inputs and to dynamically adapt
the exploration path (details are provided in Appendix C,
Listing 6c). This enables the fuzzer to traverse the plugin-
specific logic more efficiently and reach relevant attack
surfaces. Furthermore, to constrain the otherwise vast
search space, we restrict the fuzzing frontend’s focus to
regions within the plugin codebase, ensuring that fuzzing
efforts are not diluted by unrelated exploration of the
WordPress core.

4. Implementation

We implemented our design in a prototype called
THEMIS, comprising approximately 1,800 lines of C,
PHP and Python code. We initially leveraged ATROPOS
as a foundational infrastructure for effective fuzzing of
WordPress plugins, owing to its native integration with
AFL++ and its Docker-based isolation for web applica-
tions. Building on this infrastructure, we utilize ATROPOS’s
snapshotting capabilities and extend the framework in
THEMIS to address the specific challenges of plugin testing
while maintaining a reliable bug reproducibility environ-
ment. THEMIS is not a simple plug-and-play extension of
ATROPOS; rather, it builds upon ATROPOS and substantially
extends its logic and detection capabilities, as detailed in
the following subsections.

Our prototype inserts taint-sensitive instrumentation
into well-known, security-critical WordPress API functions
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to detect bugs and monitor whether fuzzed values propa-
gate into critical security-relevant and potentially unsafe
sinks. These include SQL execution, file operations, and
API function invocations commonly exploited in attack
scenarios. To address the inherent performance bottlenecks
of web fuzzing, we incorporate a generalized caching
mechanism inspired by FUZZCACHE [33], employing a
REDIS database within our Docker container. This cache
reduces redundant queries by preserving results across
multiple requests within a fuzzing test case, thereby im-
proving overall throughput, which is critical for server-side
applications with high execution overhead. Additionally,
because execution speed is a major constraint in web
fuzzing, THEMIS supports parallelization through AFL++,
enabling multiple plugins or environments to be tested
concurrently on the same server.

4.1. WordPress and PHP Instrumentation

We developed several instrumentation methods within
THEMIS, which we describe in the following.

WordPress Source Code Instrumentation. We devel-
oped a generalized instrumentation layer for the WordPress
codebase to highlight security-relevant regions, focusing
on core logic frequently used by plugins. Using PH-
PPARSER [44], we traverse and transform the abstract
syntax tree (AST) to inject instrumentation immediately
before function bodies at locations identified as security-
relevant by domain experts. When the location of a critical
sink is known, that location can be explicitly specified
in a configuration file, allowing the instrumentation to
prioritize only security-relevant core source files. If sink
locations are not provided, THEMIS enters a search mode
and automatically identifies them by scanning core source
files for function or method names matching the provided
sink signatures. Rather than skipping irrelevant files, the
instrumentation searches for candidate definitions and
instruments matching locations.

Owing to its object-oriented design, this instrumen-
tation approach can readily be adapted to other CMS
ecosystems, enabling first-party and third-party plugin
analysis across a variety of platforms. The current list
of targeted sinks can be refined and is derived from
publicly available collections of potentially dangerous
functions [11], [14] as well as the official WordPress coding
standards [65]. Our method integrates static annotations
with context-specific expertise to mark sensitive code
locations, forming a robust proof of concept for evaluating
the effectiveness of instrumentation-guided fuzzing in real-
world web environments.

To improve fuzzing throughput in our test environment,
we patched certain core APIs to bypass or relax built-
in security mechanisms that would otherwise impede
execution, such as nonce verification.

PHP Instrumentation and Fault Escalation. To
improve coverage of database-related defects, we extended
the bug oracle to handle additional interfaces, such as
PHP Data Objects (PDO), in plugin contexts alongside
traditional SQL access APIs. PDO provides a consistent
database-access abstraction that supports prepared state-
ments, which can mitigate SQL injection risks and often
improve performance. We observed extensive use of this
abstraction layer in WordPress plugins. Consequently, we

implemented a fault escalation mechanism [53] within the
PDO driver error handlers such that when user-controlled
input triggers an error, the event is escalated to a system-
level error detectable by our infrastructure, enabling more
fine-grained detection. Additionally, to speed up plugin
exploration, we patched the PHP execution environment to
derive time-based one-time passwords used by third-party
custom nonce systems at runtime and to supply them to
the fuzzing frontend.

4.2. Performance via Persistent Object Cache

One of the primary challenges in dynamic web appli-
cation testing, compared to native binary fuzzing, is the
relatively slow execution speed of individual test cases.
Inspired by FUZZCACHE [33], which demonstrated that
frequent database queries significantly degrade runtime
performance, we implemented a persistent caching mecha-
nism within the WordPress APIs to mitigate this bottleneck.
To achieve this, we patched additional cache storage and
retrieval logic into key SQL-related functions, such as
get_results. While FUZZCACHE provided a proof of
concept addressing this issue, its implementation supports
only a limited subset of MySQLi functions and requires
additional source code instrumentation. In contrast, our
caching system leverages a REDIS-based implementation
that reduces the overhead of repeated SQL queries by
storing query results across multiple page loads rather than
only for a single request. This approach eliminates redun-
dant database accesses and improves fuzzing throughput
by introducing a form of state persistence, a capability not
natively supported in WordPress.

4.3. Fuzzing Harness for Specialized Targets

To enable targeted testing of plugin-specific interfaces,
such as REST routes, admin menu actions, AJAX handlers,
and shortcodes, we extend the underlying infrastructure
by introducing a dedicated nested execution layer, as
illustrated in Figure 2. This layer enables the flexible
integration of the target plugin and its dependencies.
Within it, we place dynamically generated static files
that construct artificial exploration paths for triggering
interesting and otherwise hard-to-reach logic (details are
provided in Appendix C, Listing 6c). By embedding this
specialized harness within the broader fuzzing environment,
THEMIS achieves more precise and context-aware coverage
of the target functionality. The environment mimics realistic
deployments by initializing a fully functional WordPress in-
stance with authentic core API behavior. This high-fidelity
execution setup allows the fuzzer to observe and interact
with actual runtime conditions, increasing determinism,
facilitating deeper state exploration, and improving the
reproducibility of detected faults. During the setup phase,
plugins are programmatically installed into the environment
and automatically incorporated into the fuzzing workflow.
This includes seamless integration of third-party dependen-
cies and injection of any required configuration options.
Optional modifications to the CMS core or plugin behavior
may be applied to enable or expand the capabilities under
test. Once the environment is configured, the system
automatically extracts available attack surfaces from global
variables at runtime and instruments the codebase to track
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data flow through potentially security-relevant regions of
interest (details are provided in Appendix C, Listing 6a).
Because some attack surfaces may remain hidden upon
first plugin initialization, THEMIS maximizes coverage by
programmatically altering environment variables and firing
relevant events, for example init and admin_init. The
latter is a privileged administrative event that fires after
general initialization, during the processing of privileged
user interactions. Depending on the plugin, it may contain
registration code for additional AJAX actions and similar
hooks. The resulting configuration is then deployed for
fuzzing and is ready to execute guided test cases with
minimal manual intervention.

5. Evaluation

We evaluate THEMIS through three main experiments.
First, we assess whether THEMIS can detect as many or
even more vulnerabilities than state-of-the-art WordPress
fuzzing tools. To this end, we randomly selected 68
plugins from distinct clusters to ensure reproducibility,
diversity, and representativeness with respect to codebase
size and number of active installations. Specifically, the
selected clusters include plugins previously analyzed in
related works, PHUZZ [40] and WPGARLIC [70], allowing
us to attempt the reproduction of known vulnerabilities,
as well as popular plugins or recently reported critical
vulnerabilities from sources such as Wordfence, WPScan,
and Patchstack. This setup enables a robust evaluation
of THEMIS’s ability to rediscover existing CVEs and
potentially uncover previously unknown vulnerabilities
in real-world plugins. For this experiment, we deployed
a fully featured WordPress environment, allowing both
THEMIS and ATROPOS to explore a broader range of paths,
significantly expanding the search space and challenging
their fuzzing strategies. This experimental design enables
the assessment of THEMIS’s effectiveness in both bug de-
tection and zero-day vulnerability discovery. In Table 3, we
quantify the detected vulnerabilities across the benchmark
and newly discovered plugins, reporting the true and false
positives identified by THEMIS.

Second, we conduct a time-to-bug analysis to compare
how quickly THEMIS identifies vulnerabilities relative
to ATROPOS over a 24-hour period for each tool. This
experiment focuses exclusively on the subset of plugins
from PHUZZ that fall within the testing scope of both
THEMIS and ATROPOS. This ensures a fair comparison
by aligning on testability and relevance, i.e., plugins for
which both tools are expected to identify and reproduce
the relevant bug classes. Unlike generic web fuzzers,
including ATROPOS and WITCHER, THEMIS targets plugin
attack surfaces, enabling the detection of CMS-specific
vulnerabilities in plugin logic. Evaluations of ATROPOS
demonstrate that this approach is superior to other web
fuzzers. Given that THEMIS builds upon ATROPOS, we
chose this tool as our primary baseline. Furthermore, we
discuss in a dedicated section several of the most relevant
and interesting bugs detected that involve the semantic
awareness of THEMIS.

Finally, we evaluate the code coverage achieved by
THEMIS compared to ATROPOS. This experiment quantifies
improvements in the extent of code covered and the

diversity of code regions explored within the WordPress-
only and the plugin-only logic. We analyze differences in
line coverage for the overall WordPress environment and
plugin-specific coverage, highlighting the benefits of our
context-aware instrumentation and specialized feedback
mechanisms for targeted vulnerability discovery.

In summary, we performed three experiments to answer
the following research questions:

• Experiment 1: Can THEMIS rediscover known
bugs from the literature and uncover zero-day
vulnerabilities in a large set of selected targets?

• Experiment 2: Compared to ATROPOS, how many
bugs can THEMIS detect when focusing on a
subset of targets, and how long does it take each
tool to detect them under statistically meaningful
conditions?

• Experiment 3: How much code coverage can
THEMIS achieve, and how effectively does it ex-
plore plugin source code compared to ATROPOS?

5.1. Setup and Deployment

To conduct our evaluation, we used four machines,
each equipped with two AMD EPYC 9654 processors (96
physical cores) and 768 GB of RAM, supported by 3.2 TB
of SSD storage. We deployed a fresh WordPress instance
for each experiment and installed the relevant plugins.
These included plugins extracted from prior research, newly
selected real-world targets, and those used for comparison
with ATROPOS.

For testing purposes, deploying THEMIS only requires
downloading the plugin under test, building the provided
Docker container to set up the complete infrastructure, and
running the fuzzer on the selected plugin.

5.2. From Target Initialization to Bug Detection

This section describes in detail how we initialize a
target, the plugin under test, within our framework and
the extent of manual effort required from the user.

Plugin Initialization. To test a new plugin, we first
retrieve it from its upstream repository and integrate it into
the THEMIS infrastructure that manages its execution. For
WordPress, this typically involves downloading the plugin
from the official Subversion (SVN) repository1 , where all
regularly published plugins are hosted.

Environment Initialization. Next, we prepare a
Docker container for the target and install the plugin
in an instrumented WordPress environment using the
provided tooling. Following the approach of ATROPOS, this
setup includes an instrumented PHP interpreter capable of
detecting vulnerabilities during execution.

Fuzzing Campaign. Launching a fuzzing campaign is
straightforward: A single Bash script manages single or
multi-core fuzzing runs with minimal user intervention.

Harness Generation. No manual harness configuration
is required for individual plugins. Fuzzable entry points,
such as REST routes, AJAX handlers, shortcodes, and
admin menu pages (see Figure 3), are automatically
discovered through runtime inspection of the instrumented

1. https://plugins.svn.wordpress.org

https://plugins.svn.wordpress.org
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1 <?php
2 if ($_GET["fuzz_ajax_action"] ==

"update_post_smtp_pro_option_callback") {↪→
3 process_input();
4 exit();
5 }
6

7 // ...
8

9 function process_input() {
10 define('DOING_AJAX', true);
11 define('WP_ADMIN', true);
12

13 include('/var/www/html/wp-load.php');
14 include('/var/www/html/wp-admin/includes/admin.php');
15

16 $_SERVER['SCRIPT_FILENAME'] =
"/var/www/html/wp-admin/admin-ajax.php";↪→

17 do_action("admin_init");
18 do_action($_GET["fuzz_ajax_action"]);
19 }
20 ?>

Listing 1: Example code snippet of automatically generated
harness for the Post SMTP plugin bug detected by THEMIS.

target. These attack surfaces are extracted from global
variables (e.g., wp_filter, which lists callback functions
attached to AJAX actions) and WordPress API calls. The
framework then automatically instantiates the appropriate
harness templates using these extracted surfaces.

Manual Engineering Effort. Our method greatly
reduces human engineering effort. Users only need to
download the target, place the plugin in the correct folder,
run the instrumentation to initialize the environment, and
start the fuzzing campaign. The framework automatically
clusters results according to the fuzzed inputs and the
traced sinks where faults originate, simplifying root-cause
analysis and bug reproducibility.

Example. To uncover bug 11 from Table 4, we first
download the “Post SMTP” plugin and place the plugin
files inside the “plugins” folder of our prepared WordPress
container. We then initialize the automated setup process us-
ing the extended Docker build tools from ATROPOS, which
installs all required dependencies, including WordPress and
REDIS. This step also permits final manual preparations
for the target plugin before the WordPress APIs are instru-
mented. Once the setup is complete, the target is packaged
in the proper format. After running the fuzzing campaign,
we inspect the crash logs, identify a suspicious invocation
of update_post_smtp_pro_option_callback, and re-
run the triggering input to observe the updated database
entry and confirm it is a true positive.

Listing 1 shows an example of a harness automatically
generated by THEMIS for a plugin under test.

5.3. Experiment 1: Bug Discovery

To balance reproducibility with novel discovery, we
selected 68 plugins for the first experiment. Those included
plugins drawn from prior work on automatic WordPress
plugin testing, specifically from the plugin lists used
by PHUZZ and WPGARLIC, as well as plugins known
to contain vulnerabilities and others currently gaining
popularity within the WordPress ecosystem. To ensure
realistic and tractable experimental conditions, candidate
plugins were randomly sampled while maintaining diversity
in functionality, size, and architectural complexity. This

selection incorporates plugins ranging from lightweight
utilities of a few hundred lines of PHP code to feature-rich,
multi-module applications with tens of thousands of lines
of code. Our dataset also spans a broad range of installation
bases, from small niche plugins with fewer than 100 active
installations to major infrastructure components deployed
on over 100,000 websites. Finally, we ensured diversity
across functional domains within the WordPress ecosystem,
including content management extensions, AJAX-driven
file managers, form builders, membership and e-commerce
systems, SEO tools, communication utilities, and plugins
that deeply integrate with WordPress core components such
as rtMedia and Post SMTP. This functional heterogeneity
ensures that our evaluation reflects the full behavioral
landscape of WordPress plugins, including stateful user
workflows, asynchronous request handling, custom nonce
and authorization logic, multisite compatibility layers, and
interactions with external APIs.

We employed AFL++ in single-system parallelization
mode [2], enabling multiple fuzzing instances to share
coverage feedback and interesting inputs. This cooperative
fuzzing setup with 40 AFL++ instances facilitates efficient
exploration of large codebases by improving path discovery
and reducing redundant effort across instances. Depending
on their size and complexity, plugins were deployed within
the isolated Docker container either individually or grouped
into bundles using our standardized build and deployment
tools. As a result of this experiment, we discovered 37
bugs across the 68 selected plugins under test, including
10 previously unknown vulnerabilities, which have been
responsibly disclosed. Furthermore, as detailed in Table 4
in Appendix B, where we provide the complete set of
tested plugins, THEMIS was able to detect 7 out of the
10 baseline vulnerabilities from the plugin under test, as
detailed in Table 2 and presented in Section 5.4. Moreover,
we detected one previously unknown vulnerability, an
unauthenticated arbitrary file delete in the Frontend File
Manager plugin, demonstrating THEMIS’s capability to
uncover vulnerabilities under extended or more resource-
intensive fuzzing scenarios.

5.4. Experiment 2: Time-to-Bug Analysis

In this second experiment, we assess the effectiveness
of THEMIS in detecting vulnerabilities in WordPress
plugins by measuring the time-to-bug metric. As described
in Section 5.1, we conducted 24-hour fuzzing trials and
recorded the timestamp at which each unique vulnerability
was first identified by each tool.

To ensure statistically meaningful results, each fuzzer
instance was allocated a dedicated CPU core, and each
experiment was repeated 10 times per plugin. This setup
reflects realistic resource constraints while maintaining
controlled execution conditions, enabling a fair and repro-
ducible comparison between both tools.

We selected 10 actively maintained plugins covering
a broad set of vulnerability classes previously studied in
the literature, focusing exclusively on those detectable
by both THEMIS and ATROPOS. This ensures relevance,
comparability, and alignment with prior work, such as
PHUZZ. The selected classes include:

• SQL Injection (SQLi): KiviCare [66], Ubigeo de
Peru [38], Photo Gallery [1].
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Figure 4: Time-to-bug information. Individual points repre-
sent a single trial’s time-to-bug for the bug category listed
on the x-axis and detailed in Table 2. Trials that did not
discover a bug within the 24-hour time limit are indicated
in red as a point at the top of the chart. The subscript T

indicates THEMIS, and A indicates ATROPOS.

• Arbitrary File Access: Welcart e-Commerce [54],
True Ranker [61].

• Arbitrary File Renaming: Frontend File Man-
ager [39].

• PHP Object Injection: JoomSport [8].
• Open Redirect: Simple Newsletter Plugin [32],

All In One WP Security and Firewall [52], Pie
Register [43].

Table 2 summarizes the vulnerabilities rediscovered
by both tools. Across 10 plugins and 10 trials per plugin,
THEMIS successfully rediscovered five of the 10 known
vulnerabilities, while ATROPOS detected only two under
identical conditions. These results demonstrate a signifi-
cantly higher detection capability for THEMIS. Figure 4
visualizes the mean time-to-bug (TTB) across all base-
line plugins. The results illustrate that THEMIS not only
discovers more vulnerabilities but also identifies them
more rapidly in most cases, highlighting the benefits of
its WordPress-aware instrumentation and plugin-specific
harnessing logic.

In conclusion, we evaluated the false positive rate (FPR)
of THEMIS against ATROPOS, which we used as our base-
line since it represents the state of the art in web fuzzing.
In two test cases where both tools successfully identified
the vulnerability, we observed a 0% false positive rate
for THEMIS and ATROPOS. However, THEMIS exhibited
false positive reports in other benchmark tests, which we
elaborate on in Section 5.7.

5.5. Experiment 3: Code Coverage

In this third experiment, we assess the code coverage
achieved by THEMIS compared to ATROPOS, which again
serves as our baseline. Code coverage is a critical metric
for evaluating a fuzzer’s ability to explore diverse execution
paths, particularly within the WordPress core and the tar-
geted plugin logic. Following the methodology established
in prior experiments, we conducted 10 independent trials
per plugin, each using a single-core configuration to ensure
consistency and fairness. The set of plugins evaluated mir-
rors those used in Section 5.4 and is summarized in Table 2.

Both THEMIS and ATROPOS were executed under identical
conditions across all trials. This experiment quantifies each
tool’s exploratory capability by measuring the number of
unique lines executed within two distinct code regions: (1)
the core WordPress codebase and (2) the target-plugin code.
Higher line coverage indicates more comprehensive code
exploration and a greater likelihood of discovering deeply
embedded or logic-dependent vulnerabilities. The results
are visualized in Figure 5, which compares the median line
coverage achieved by THEMIS and ATROPOS across both
code regions. Histogram bars represent median coverage
across the 10 runs, while black error bars represent the
observed variance. We explicitly report coverage for both
the WordPress-only environment and the plugin-only code.
As the figure illustrates, ATROPOS tends to achieve broader
coverage across the WordPress-only codebase. However, it
lacks focused mechanisms for exploring specific regions of
interest, namely the plugin code. In contrast, THEMIS con-
sistently demonstrates superior coverage within the plugin-
specific code, reflecting its targeted exploration strategy
guided by static analysis and scope-limiting mechanisms.

Since our experiments comprised 10 iterations per
plugin over 24 hours, we collected detailed code coverage
for each plugin, as shown in Figure 7 in Appendix A.
For each plugin in our benchmark, the figure compares
ATROPOS (left plot) and THEMIS (right plot) across
the 10 runs, highlighting the minimum, maximum, and
average coverage achieved while specifically exploring
the plugin codebase over the 24-hour test period. Our
approach demonstrates clear superiority in plugin-level
coverage compared to ATROPOS, owing to our targeted
instrumentation. This higher coverage correlates with more
effective bug detection in WordPress plugins, as evidenced
by the bug counts reported in Table 2.

Given that the plugin codebase constitutes only a small
fraction of the WordPress system, tools like ATROPOS tend
to achieve higher total coverage primarily by exploring
broader core functionality (left plot in Figure 5). However,
this broad exploration often lacks precision in the context
of plugin-specific logic. In contrast, THEMIS consistently
achieves higher relative coverage within the plugin code
itself, despite the plugin code representing a smaller portion
of the total executable space. This distinction is crucial:
While the absolute difference in total coverage may appear
marginal, THEMIS achieves significantly more efficient and
deeper exploration of the targeted plugins (right plot in
Figure 5). This focused behavior translates into improved
bug discovery within plugin code, since it prioritizes
semantically relevant execution paths rather than being
diluted by unrelated core logic. Consequently, THEMIS
achieves deeper and more meaningful testing coverage in
the areas most likely to contain real-world vulnerabilities.

This plugin-centric focus directly contributes to
THEMIS’s improved bug discovery performance, as demon-
strated in Section 5.4 and Table 2. More details can be
found in Table 4 in Appendix B. These findings highlight
the practical advantage of contextual fuzzing in large,
extensible platforms like WordPress.

5.6. Case Studies: Logic Bugs and Bug Analysis

Many CMS vulnerabilities stem from missing capabil-
ity or authorization checks, which generalized PHP fuzzers
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TABLE 2: Vulnerabilities detected by THEMIS and ATROPOS during 24-hours fuzzing campaigns on a single core.

Bug ID Plugin Name Vulnerability Class CVE THEMIS ATROPOS [24]

1 KiviCare v2.3.8 SQL Injection CVE-2022-0786 ✘ ✘
2 Ubigeo de Peru v3.6.3 SQL Injection CVE-2022-0814 ✓ ✘
3 Photo Gallery v1.6.2 SQL Injection CVE-2022-1281 ✘ ✘
4 Welcart e-Commerce v2.8.4 Arbitrary File Access CVE-2022-4140 ✓ ✓
5 True Ranker v2.2.2 Arbitrary File Access CVE-2021-39312 ✓ ✓
6 Frontend File Manager v21.2 Arbitrary File Upload CVE-2022-3125 ✘ ✘
7 JoomSport v5.1.7 PHP Object Injection CVE-2021-24384 ✓ ✘
8 Noptin v1.6.4 Open Redirect CVE-2021-25033 ✘ ✘
9 All In One WP Security & Firewall v4.4.10 Open Redirect - ✘ ✘
10 Pie Register v3.8.2.2 Open Redirect CVE-2023-0552 ✓ * ✘

* Reproduction required minimal manual analysis.
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Figure 5: Average pcov line coverage relative to the selected plugins in Section 5.3 after 10 trials of THEMIS and
ATROPOS for both WordPress and plugin-discovered coverage after 24 hours of single-core execution, with min and max
values.

typically miss due to a lack of WordPress context. In a
data-driven platform like WordPress, gaining control over
application-specific data objects poses a significant risk.
We now present a bug analysis detailing the types of
vulnerabilities discovered with THEMIS, including newly
assigned CVEs.

We provide an overview of several security vulner-
abilities uncovered by our approach (see also Table 4
in Appendix B). These vulnerabilities, identified during
the fuzzing campaigns described above, demonstrate the
effectiveness of our technique in detecting security-relevant
software faults. For each case study, we briefly describe
the nature of the flaw, its potential impact, and the context
in which it was found.

5.6.1. Bug 11: Limited Plugin Option Update. Our
most prominent finding concerned the Post SMTP – WP
SMTP Plugin with Email Logs and Mobile App for Failure
Notifications plugin (hereafter PostSMTP), which has over
400,000 active installations.

PostSMTP hooks into the init event and at-
taches its initialization logic to it. During introspec-
tion, THEMIS identified an AJAX callback registered
within the Post_SMTP_New_Wizard class as an attack
surface. The AJAX action wp_ajax_update_post_smtp
_pro_option maps to the method update_post_smtp
_pro_option_callback.

Instrumentation demonstrated that the
update_option() sink is reachable from this callback

with user-controlled input. The callback updates a
WordPress option named post_smtp_pro, which
controls whether PostSMTP’s PRO extensions are
loaded. On invocation, the callback parses a $_POST
parameter enabled and sanitizes it using the built-in
sanitize_text_field() API wrapper. As a result, an
attacker cannot arbitrarily set the option name or provide
arbitrary option values. However, they can toggle the
option to true (enabled) or false (disabled). This capability
allows an adversary to enable or disable premium features
on the targeted site.

5.6.2. Bug 12: Arbitrary Option Update. We tested the
Modern Events Calendar (MEC), a plugin with a large
user base. The plugin provides features and widgets for
event organization and appointment booking on WordPress
sites. The developers have removed the plugin from the
official WordPress plugin directory, making it difficult to
determine the current installation count or to precisely
estimate the real-world impact of the vulnerability.

MEC follows the single-page application lifecycle
paradigm and therefore exposes several AJAX callbacks
that the frontend uses to modify data or site state without
full page reloads. MEC registers these callbacks using
the intended mechanism (add_action() with wp_ajax_*
hooks).

THEMIS extracts all wp_ajax_* hooks and gener-
ates dynamic harnesses that allow the fuzzing fron-
tend to trigger and fuzz them efficiently. When testing
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wp_ajax_wizard_save_weekdays, THEMIS invoked the
callback save_wizard_options, which reads a mec pa-
rameter from the request. This AJAX action is used by the
plugin’s setup wizard, where users supply configuration
values such as calendar formats.

Our instrumentation indicated that the value supplied
to mec flows into the security-sensitive update_option()
sink. In this case, the option name is not controllable, but
the option value can be set arbitrarily. Consequently, the
vulnerability is confined to options associated with MEC.

5.6.3. Bug 15: Arbitrary Post Deletion. Next, we exam-
ine a WordPress-specific vulnerability THEMIS identified
in Frontend File Manager (WPFM). As in previous cases,
the vulnerability resides within an AJAX callback, which
our experiments confirm to be a common source of faults.
The plugin hooks into the plugins_loaded event, which
fires after all active plugins have been loaded; this hook
invokes WPFM initialization and registers the plugin’s
AJAX callbacks.

THEMIS enumerated the registered
callbacks and was able to trigger the
wp_ajax_wpfm_delete_multiple_files action
using generated fuzzing harnesses. This invoked
the wpfm_delete_multiple_files callback, where
THEMIS reported use of the WordPress API function
wp_delete_post(). The report indicated that no
capability checks or server-side request forgery (SSRF)
mitigations were present, as the supplied input is accepted
and flows directly into the monitored sink.

The vulnerable callback obtains an array of file identi-
fiers from a file_ids parameter; these identifiers are used
to instantiate WPFM_File objects that abstract filesystem
interactions. The plugin then deletes the supplied files
from the server filesystem and subsequently deletes the
associated WordPress posts that represent the files to site
users.

5.6.4. Bug 20: Arbitrary Option Update. During the
evaluation of THEMIS, we analyzed HyperComments.
This plugin implements a custom commenting system for
WordPress sites and had been removed from the official
marketplace due to critical security issues. The plugin
author attempted to extend WordPress core functionality
through various core APIs. It hooks into several application
events associated with adding new content to a page, such
as admin_head, get_comments_number, and init. The
init event fires after WordPress has finished loading but
before headers are sent to the client; developers commonly
use this event to initialize their plugins.

The callback HyperComments registers for init is
named hc_request_handler. This callback relies on two
global variables: $post (a WP_Post instance representing
the currently viewed blog post) and $wpdb (a wpdb instance
that handles database communication). On initialization,
the plugin processes backend AJAX requests in a nonstan-
dard manner: It inspects a $_GET parameter hc_action
to determine the requested AJAX action.

THEMIS discovered that the action update_options
can be triggered externally and that user-controlled data
flows into the update_option() API function. Notably,
both the option name and the option value are controllable,
which enables an attacker to overwrite arbitrary settings

in the database. For example, an attacker could change
the default role assigned to newly registered users from
contributor to administrator, resulting in privilege
escalation.

5.7. False Positive

One of the main challenges in web fuzzing is the
potentially high false positive rate (FPR). In WordPress,
many false positives arise when the assumptions underlying
our bug oracles regarding malicious user interactions are
overly permissive.

We classify the most observed false alarms as follows:
(1) Missing Administration API: Our generated harness
files partially bootstrap the WordPress runtime in order to
execute a selected action (see Appendix C, Listing 6c). In
this process, edge cases may arise in which parts of the
uninitialized Administration API are invoked, for instance,
via runtime hooks. The absent callback is then flagged
as a potential threat by the instrumented PHP interpreter.
(2) Missing Plugin Callbacks: Plugin developers often
separate plugin logic into privileged and unprivileged
functionality. Callbacks that are visible when the target’s
attack surfaces are identified may become unavailable
during a fuzzing iteration. This leads to the same false
alarm described in (1). (3) Lack of Exploitability: In
many cases, data is propagated securely through otherwise
sensitive sinks such as do_action(), with proper input
validation and authentication mechanisms in place. Com-
mon examples include invocations of the Settings API or
the Database API. If a theoretical attack scenario is not
exploitable in practice, we classify it as a false positive.
In such scenarios, our monitors cannot determine the real-
world exploitability of the tracked data flow; the resulting
report therefore constitutes a false alarm.

To reduce false alerts, we assume that vulnerabilities
occur only when API functions are used insecurely or
when input sanitization is missing. To enforce this, we
introduce the concept of trusted callers. A trusted caller
is a function or object that belongs to the WordPress core
and participates in standard error-handling routines. If a
bug oracle detects tainted data flowing toward an unsafe
API function, the call is considered benign if, and only if,
the caller is trusted. We define a True Positive (TP) as a
fault reported by THEMIS that corresponds to a genuine
vulnerability after manual verification. Conversely, a False
Positive (FP) denotes a fault report that does not correspond
to a real vulnerability because of safeguards such as input
validation, sanitization, or contextual constraints. Table 3
presents a quantitative analysis of true and false positives
per plugin.

5.8. Threats to Validity

Although THEMIS shows strong performance in de-
tecting bugs in plugin codebases across various scenarios,
several limitations could affect the reliability of our results.

Construct validity. Owing to architectural constraints
inherited from ATROPOS [24], THEMIS is currently limited
to detecting server-side vulnerabilities. Consequently, our
system does not address certain classes of client-side
vulnerabilities, such as cross-site scripting (XSS), that are
targeted by tools like KameleonFuzz [17] and others [26].
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TABLE 3: True positives (TP) and false positives (FP)
per plugin detected by THEMIS. Plugin IDs correspond
to those listed in Table 4, including both the benchmark
plugins and the newly discovered bugs.

ID Plugin Name TP FP

1 Photo Gallery 0 1
2 Ubigeo de Peru 7 1
3 KiviCare 0 0
4 Welcart e-Commerce 1 2
5 Frontend File Manager 0 1
6 True Ranker 7 0
7 JoomSport 1 5
8 All In One WP Security & Firewall 0 3
9 Noptin 0 1
10 Pie Register* 1 1
11 Post SMTP 1 3
12 Modern Events Calendar 11 1
13 rtMedia for WordPress 15 6
14 Frontend File Manager 2 1
15 URL Shortener Plugin 60 15
16 Hypercomments 2 0

* True positives are defined by considering flow indications
as valid positive results.

Extending our instrumentation and oracle support to cover
these classes remains an avenue for future work.

Internal validity. Despite our goal to evaluate the
scalability and effectiveness of THEMIS across a wide range
of real-world plugins, our experiments were constrained by
available computational resources and plugin accessibility,
as some plugins had been removed.

External validity. We observed that increasing the
number of concurrently tested plugins within a single
WordPress instance introduced resource contention and
environmental complexity, delaying vulnerability detection.
To mitigate this, we adopted a focused evaluation strategy
emphasizing isolated, plugin-level analysis. This method-
ology aligns with the best practices for fuzzing evaluation
recommended by Klees et al. [30] and Schloegel et al. [45],
which favor precision, reproducibility, and controlled test
environments over sheer breadth.

6. Discussion

THEMIS represents an initial prototype that exemplifies
the methodology proposed in this paper. We now discuss
limitations and present an analysis of the impact of our
findings based on the top-ranked websites that actively use
WordPress plugins.

False Negatives. A false negative is a vulnerability
present in the target plugin that is not detected by THEMIS
during the single-core fuzzing campaign described in
Section 5.4. Such cases arise when the tool fails to reach
the vulnerable execution path, when the relevant sink is
not instrumented, or when the observed behavior fails to
trigger our detection oracle.

We identify false negatives using the benchmark in
Table 2, as detected by THEMIS. In longer multi-core
fuzzing runs, we detected 7 out of the 10 benchmark
bugs, as shown in Table 4. In particular, the extended runs
enabled the detection of Bug 6 and Bug 9, which were not
detected in the single-core runs reported in Table 2. Bug 9
was identified through indications in the logs produced by
THEMIS rather than through a direct taint-flow detection by

our instrumentation, which highlights limitations of taint
propagation modeling (i.e., overtainting and undertainting),
which are well-known sources of false positives and false
negatives in dynamic taint analysis [47]. The remaining
missed bugs (Bugs 1, 3, and 8) are primarily attributable
to differences between our automated approach and the
methods originally used to discover these vulnerabilities
in prior work, as well as to the complexity and size of the
plugins under test.

Additionally, our analysis is limited to a predefined
set of instrumented functions. While this design choice
keeps the system practical and precise, it constrains the
exploration space and may prevent the detection of vul-
nerabilities triggered through uninstrumented WordPress
APIs. Extending the set of instrumented sinks could enable
the discovery of additional vulnerabilities; however, doing
so would introduce a trade-off among broader coverage,
increased manual effort for bug analysis, and potentially
higher false positive rates.

Vulnerability Classes. THEMIS can cover various
classical vulnerability-inducing bugs and domain-specific
suspicious behavior, as listed in Section 2.2. Although
substantial human effort may be needed to classify findings
due to the FPR introduced by our data model, both the
evaluation and the subsequent long-term study demon-
strate that THEMIS achieves a higher bug-finding rate
and significantly lower TTB within WordPress plugins
compared to ATROPOS. In contrast to WEBFUZZ [55] and
WITCHER [53], we are not limited to a single vulnerability
class; instead, we aim to support general-purpose security
assessment across diverse WordPress plugins. However, as
already mentioned, we inherit the limitations of ATROPOS,
as its crash detection is not designed to report behavior
that is observable only within the client’s environment.
Therefore, we cannot cover vulnerabilities whose recogniz-
able symptoms occur exclusively on the client side, such
as XSS, data leakage, and Content Security Policy (CSP)
issues. We also cannot detect injected headers or any other
type of content injection vulnerability.

Generalization and Scalability. Although our evalua-
tion focuses specifically on WordPress, the underlying prin-
ciples and architecture of THEMIS broadly apply to other
content management systems (CMS) with similar structural
characteristics. Platforms such as ClassicPress [13] and
BBPress [7], either direct forks of WordPress or tightly
integrated with its core APIs, could benefit from our
instrumentation-guided fuzzing strategy. Provided that
domain-specific annotations and security-relevant sinks are
adapted accordingly, THEMIS’s modular architecture and
extensible feedback mechanisms enable effective testing
of first- and third-party plugins in these ecosystems.

To evaluate the practical limits of our approach, we
conducted preliminary scalability experiments, incremen-
tally increasing the number of plugins per instance. While
THEMIS showed promising results in single-plugin deploy-
ments, its bug detection effectiveness degraded in multi-
plugin scenarios owing to resource contention and input
path dilution. Some vulnerabilities detected in isolation
were missed when tested concurrently with others. Since
OPcache [22], a performance-enhancing cache bundled
with PHP, had to be disabled due to initial space constraints,
the target did not operate at optimal speed. Consequently,
we adopted a parallel fuzzing strategy that favors depth
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over breadth, as detailed in Section 5. Each plugin was
evaluated in its environment to ensure deterministic behav-
ior, minimize noise, and allow THEMIS’s context-aware
mechanisms to activate fully. While our primary experi-
ments relied on a fuzzing run of 24 hours, evidence from
our extended campaigns and related work suggests that
longer fuzzing durations may be necessary to reach deeper
semantic states and uncover more complex vulnerability
classes.

Finally, our instrumentation and custom oracle design
could be easily extended to detect additional vulnerability
classes. This adaptability is key to generalizing THEMIS
beyond WordPress and toward broader CMS ecosystems
with similar plugin-based architectures.

6.1. User Exposure

To assess the real-world relevance of our plugin se-
lection (Section 5), we cross-referenced the tested plu-
gins for which vulnerabilities were detected against the
Tranco list [31], which ranks the top one million websites
based on popularity. We aimed to determine whether the
vulnerabilities uncovered by THEMIS pose a risk to end
users. Out of the 23 plugins for which we identified
security vulnerabilities in Table 4, 17 vulnerable plugins
were found deployed on ranked websites. Notably, one
plugin is deployed on a domain ranked within the top
1,000 websites. Beyond this, six plugins are in use on
high-traffic sites ranked between 1,000 and 25,000, seven
plugins appear on medium-traffic websites between ranks
25,000 and 100,000, and three are deployed on lower-
traffic domains ranked between 100,000 and 200,000. This
indicates that the plugins included in our evaluation are
widely deployed across websites within the top 200K
Tranco domains. BuiltWith [10], along with W3Techs [57],
monitors the usage of content management systems across
the web. BuiltWith detects 1,592,273 plugins in the top 1
million sites, and according to W3Techs, WordPress powers
61.2% of all websites that utilize a CMS, accounting
for approximately 43.5% of all websites on the Internet.
Furthermore, ten of the plugins evaluated, for which
THEMIS successfully identified vulnerabilities, are actively
tracked by the BuiltWith service as among the most
widely deployed WordPress plugins within the top one
million websites. This list includes Noptin, Pie Register,
Modern Events Calendar, Hypercomments, Formidable,
Popup Builder, Paid Memberships Pro, Email Subscribers
& Newsletters, Appointment Booking Calendar and WP
Compress Image Optimizer.

These findings highlight that the plugins tested by
THEMIS represent standard WordPress plugin functionality
and are embedded in widely used, real-world systems. This
substantiates the practical impact of our approach: Bugs
discovered through our framework may have immediate
security implications for live deployments across the web.

6.2. Ethical Considerations

In this study, we follow established best practices and
ethical guidelines for handling security vulnerabilities [16]
identified during our evaluation. All evaluations and tests
of THEMIS were conducted within controlled Docker
environments and were never performed on live websites.

In the first experiment presented in our work (Section 5.3),
we first assessed the vulnerability detection capabilities of
THEMIS by verifying whether it could rediscover known
vulnerabilities that had already been reported and patched.
For the new findings, following a coordinated disclosure
approach, we reported all vulnerabilities discovered by
THEMIS to the respective developers following the pro-
cedures outlined in their security advisories. At the time
of submission, some vulnerabilities had been reported but
had not yet been confirmed or patched by the developers.
For this reason, we have deliberately withheld detailed
information about the corresponding attack vectors and
potential exploits in the paper. Nonetheless, we have
identified the precise root causes to help address the
newly discovered issues. Regarding our analysis of top-
ranked web domains, we present aggregated results without
directly referencing or linking any specific website hosting
the plugins presented in our evaluation. This measure is
intended to protect the privacy of the analyzed websites
regardless of the plugin version they host. We did not
attempt to exploit any websites during our evaluation.

6.3. Data Availability

To support future research and ensure full reproducibil-
ity, we release all artifacts associated with this work,
including the implementation of THEMIS, information
regarding the experimental setup, and our evaluation
scripts, at https://github.com/CISPA-SysSec/themis and
https://doi.org/10.5281/zenodo.19669020.

7. Related Work

This section reviews prior works relevant to our ap-
proach, highlighting their contributions and comparing key
aspects to THEMIS.

PHUZZ [40] targeted vulnerable plugins for which
exploits require neither authentication nor additional con-
text (e.g., nonces). PHUZZ’s fuzzing process requires
preparatory steps such as crawling fuzzable endpoints
and parameters, effectively seeding the fuzzer with inputs
likely to trigger vulnerabilities. It focuses exclusively on
WordPress AJAX endpoints, omitting four other major
plugin attack surfaces. For the discovery of unknown bugs,
a central security feature that checks for authentication
was disabled. After 50 hours of fuzzing, the generated
reports required manual triage to confirm findings. PHUZZ
successfully identified 95% of known bugs and discovered
two previously unknown vulnerabilities (CVE-2023-6294
and CVE-2023-6295).

WEBFUZZ [55] targets the WordPress core and notably
discovered a previously unknown vulnerability in the
platform. It primarily fuzzes GET and POST parameters and
aims to detect payloads that can bypass input sanitization.
Similar to THEMIS, WEBFUZZ identifies critical sinks and
sources; however, it mainly targets XSS vulnerabilities
and does not cover SQL injection or other related bug
classes. UFUZZER [25] applies static analysis to the target
application’s AST, employing taint analysis and AST
refactoring to generate fuzzing templates. General-purpose
fuzzers can then use these templates to avoid expensive
path exploration. Unlike THEMIS, UFUZZER does not fuzz
plugins directly but synthesizes representative files that

https://github.com/CISPA-SysSec/themis
https://doi.org/10.5281/zenodo.19669020
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may not fully capture real-world plugin behavior. It is
focused primarily on file upload vulnerabilities, similar to
the work by Frank Uijtewaal on dynamic access control in
WordPress plugins. Together with UCHECKER, UFUZZER
identified arbitrary file upload vulnerabilities but does not
cover broader attack vectors.

WITCHER [53] is a grey-box fuzzer that mutates
inputs based on coverage feedback from a patched PHP
interpreter; it is limited to uncovering SQL injection vul-
nerabilities triggered within a single request, i.e., no multi-
state actions are explored. It introduces "fault escalation",
similar to ATROPOS’s approach, elevating certain syntactic
or semantic errors (e.g., SQL syntax errors) into bug
reports. Although WITCHER was tested on the WordPress
core, it did not uncover new vulnerabilities and is not
directly applicable to WordPress plugins, which limits its
relevance to our evaluation. PREDATOR [59] is largely
built atop WITCHER, combining it in a hybrid manner
with PHPJOERN and TCHECKER [6], [35]. Introducing
lightweight static analysis with directed fuzzing enhanced
vulnerability detection in PHP web applications to be
more efficient than in WITCHER. PREDATOR detected
new bug classes such as XSS. However, as PREDATOR
underperformed ATROPOS, we built our approach upon
ATROPOS instead, inheriting its sophisticated architecture
that has been shown multiple times to be highly effective
in the web domain.

WPGARLIC [70] is closely related to our work and
heavily influenced the development of THEMIS. WPGAR-
LIC is a proof-of-concept fuzzer that targets WordPress
plugins, covering bug classes similar to those addressed
by THEMIS and identifies five primary attack vectors:
AJAX endpoints, admin menu pages, shortcodes, REST
routes, and PHP files. It instruments WordPress core APIs
and uses regular expressions to detect suspicious behavior.
WPGARLIC uses a custom-type implementation to reach
deep code paths by probabilistically returning tainted
payloads when accessed. While effective, this approach
leads to an enormous number of false positives. It does
not collect feedback from the target under test and, in
its current design, is limited to WordPress with minimal
human engineering effort.

In summary, while the existing works have advanced
plugin fuzzing and vulnerability detection, THEMIS distin-
guishes itself by combining CMS-specific instrumentation,
targeted plugin analysis, and a domain-aware bug oracle.
As a result, our approach provides deeper and more precise
coverage of WordPress plugin vulnerabilities, as shown in
our evaluation.

8. Conclusion and Future Work

In this paper, we have demonstrated that effective vul-
nerability discovery in web applications requires domain-
specific fuzzing strategies, particularly in plugin-based
ecosystems. THEMIS addresses the limitations of general-
purpose fuzzers by combining tailored instrumentation,
plugin-aware harnessing, and a custom WordPress-specific
bug oracle. Through several experiments on real-world
WordPress plugins, we have shown that THEMIS consis-
tently outperforms ATROPOS in time-to-bug, code coverage,
and vulnerability discovery. Our findings also include 10

previously unknown vulnerabilities with confirmed deploy-
ment in high-traffic domains, emphasizing the practical
impact of our approach.

With THEMIS, we lay the groundwork for future
research in application-specific fuzzing and demonstrate
the importance of context-aware and semantically guided
techniques for securing modular web platforms. We believe
that the principles underlying our approach are general-
izable to other domains in which the execution context
varies based on the purpose and behavior of individual
components. Our analysis technique for bug detection has
proven effective, and we encourage future work to focus
on bug clustering, both for the identified bug classes and
for additional ones in the web domain, to improve dedupli-
cation and root-cause analysis. Furthermore, improvements
to performance and scalability should also be studied. Our
findings demonstrate that traditional fuzzing methods are
insufficient for the PHP and WordPress ecosystems, and
that contextual and semantic guidance is necessary to
thoroughly test these codebases. We hope these results
inspire further research into testing within such highly
variable, plugin-rich platforms in the web domain.
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Appendix A.
Plugin Coverage Analysis

In this section, we compare code coverage data specifi-
cally for plugin code. Coverage was measured using pcov
across the 10 benchmark plugins used to evaluate THEMIS.
The results are then compared to those obtained using
ATROPOS. The details are illustrated in Figure 7.

Appendix B.
Detected Vulnerabilities

Table 4 details all bugs discovered by THEMIS across
all fuzzing campaigns, including plugin versions and the
number of active installations.

Appendix C.
Code Snippets

Figure 6 presents illustrative code examples referenced
throughout the paper.

Listing 6a provides example pseudocode illustrating
how our instrumentation tooling prepends source code
monitors to the bodies of designated security-relevant sink
functions. Upon each invocation, the monitor intercepts the
function’s input state and evaluates whether any argument
carries user-controllable data. If tainted data is observed
reaching the sink, we trigger an artificial crash via a signal
that the Agent propagates to the fuzzing frontend, thereby
acting as a synthetic bug oracle that promotes an otherwise
silent semantic vulnerability into a detectable fault. This
enables the fuzzer to identify potentially exploitable data-
flow violations, such as unsanitized user input reaching
a sensitive sink, that might remain invisible to traditional
memory-based oracles or sanitizers, since no memory
corruption or interpreter-level exception occurs.

Listing 6b shows how a simple AJAX (Asynchronous
JavaScript and XML) action can be implemented in a Word-
Press plugin. This example also illustrates how a plugin de-
veloper may fail to implement proper input sanitization and
permission enforcement: The passed parameter secret
is directly fed into an unsafe invocation of the Database
API’s query function, thereby violating WordPress security
guidelines. As the WordPress documentation states, “all
data in SQL queries must be SQL-escaped before the SQL
query is executed to prevent SQL injection attacks” [63].
Furthermore, neither an authentication mechanism nor any
countermeasure against replay attacks, such as nonces, is
implemented.

Listings 6c and 6d present simplified pseudocode illus-
trating how fuzzing harnesses are automatically generated
at runtime during target setup. The Python script shown
in Listing 6c is invoked during the provisioning of the
WordPress target Docker container. Its responsibility is

https://www.wordfence.com/threat-intel/vulnerabilities/wordpress-plugins/etemplates/etemplates-021-unauthenticated-sql-injection
https://www.wordfence.com/threat-intel/vulnerabilities/wordpress-plugins/etemplates/etemplates-021-unauthenticated-sql-injection
https://www.wordfence.com/threat-intel/vulnerabilities/wordpress-plugins/etemplates/etemplates-021-unauthenticated-sql-injection
https://www.kernel.org/doc/html/v4.14/dev-tools/kasan.html
https://www.kernel.org/doc/html/v4.14/dev-tools/kasan.html
https://wordpress.org/plugins/all-in-one-wp-security-and-firewall/
https://wordpress.org/plugins/all-in-one-wp-security-and-firewall/
https://wordpress.org/plugins/usc-e-shop/
https://wordpress.org/plugins/usc-e-shop/
https://w3techs.com/technologies/details/cm-wordpress
https://w3techs.com/technologies/details/cm-wordpress
https://wordpress.org/plugins/seo-local-rank/
https://wordpress.org/plugins/seo-local-rank/
https://www.wordfence.com/threat-intel/vulnerabilities/wordpress-plugins/wp-online-users-stats/wp-online-users-stats-100-unauthenticated-sql-injection
https://www.wordfence.com/threat-intel/vulnerabilities/wordpress-plugins/wp-online-users-stats/wp-online-users-stats-100-unauthenticated-sql-injection
https://www.wordfence.com/threat-intel/vulnerabilities/wordpress-plugins/wp-online-users-stats/wp-online-users-stats-100-unauthenticated-sql-injection
https://developer.wordpress.org/reference/classes/wpdb/#protect-queries-against-sql-injection-attacks
https://developer.wordpress.org/reference/classes/wpdb/#protect-queries-against-sql-injection-attacks
https://make.wordpress.org/core/handbook/best-practices/core-apis/
https://make.wordpress.org/core/handbook/best-practices/core-apis/
https://developer.wordpress.org/apis/security/
https://developer.wordpress.org/apis/security/
https://wordpress.org/plugins/kivicare-clinic-management-system/
https://wordpress.org/plugins/kivicare-clinic-management-system/
https://wpscan.com/
https://wpscan.com/
https://kazet.cc/2022/02/03/fuzzing-wordpress-plugins.html
https://kazet.cc/2022/02/03/fuzzing-wordpress-plugins.html
http://lcamtuf.coredump.cx/afl/
http://lcamtuf.coredump.cx/afl/


A
ut

ho
r

V
er

si
on

–
D

O
I:

10
.6

08
82

/c
is

pa
.3

27
81

89
7

twofold: It enumerates the exposed attack surfaces of the
plugin under test, and it emits the corresponding harness
files with the extracted action names listed (see Listing 1
for a concrete example). To extract the relevant attack-
surface metadata, the Python script delegates to a PHP
helper shown in Listing 6d, which partially bootstraps the
WordPress runtime. In this way, the helper can access the
global state populated during plugin initialization, specifi-
cally the registered AJAX action hooks, which commonly
constitute reachable entry points for unauthenticated or
low-privilege requests.
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TABLE 4: Overview of all bugs detected by THEMIS during long-term (>24hr) parallel mode fuzzing campaigns.

ID Plugin Name Vulnerability Class CVE Status #Installations

Evaluation Benchmark

1 Photo Gallery v1.6.2 SQL Injection CVE-2022-1281 Missed 200,000+
2 Ubigeo de Peru v3.6.3 SQL Injection CVE-2022-0814 Reproduced 4,000+
3 KiviCare v2.3.8 SQL Injection CVE-2022-0786 Missed 3,000+
4 Welcart e-Commerce v2.8.4 Arbitrary File Access CVE-2022-4140 Reproduced 20,000+
5 Frontend File Manager v21.2 Arbitrary File Upload CVE-2022-3125 Reproduced 1,000+
6 True Ranker v2.2.2 Arbitrary File Access CVE-2021-39312 Reproduced 600+
7 JoomSport v5.1.7 PHP Object Injection CVE-2021-24384 Reproduced 1,000+
8 All In One WP Security & Firewall v4.4.10 Open Redirect & Hidden Login Page Exposure N/A Missed 1,000,000+
9 Noptin v1.6.4 Open Redirect CVE-2021-25033 Reproduced* 10,000+
10 Pie Register v3.8.2.2 Open Redirect CVE-2023-0552 Reproduced* 2,000+

New Discovered Bugs

11 Post SMTP v3.4.1 Limited Plugin Option Update CVE-2025-9219 Confirmed 400,000+
12 Modern Events Calendar v6.1.0 Arbitrary Option Update N/A Confirmed 100,000+
13 Modern Events Calendar v6.1.0 Local File Inclusion N/A Confirmed 100,000+
14 rtMedia for WordPress v4.6.15 Local File Inclusion N/A Confirmed 10,000+
15 Frontend File Manager v21.2 Arbitrary Post Deletion CVE-2023-7306 Confirmed 1,000+
16 URL Shortener Plugin v3.0.7 Arbitrary File Access N/A Reported 600+
17 URL Shortener Plugin v3.0.7 SQL Injection N/A Confirmed 600+
18 URL Shortener Plugin v3.0.7 Server-Side Request Forgery N/A Reported 600+
19 URL Shortener Plugin v3.0.7 PHP Object Injection N/A Reported 600+
20 HyperComments v1.2.2 Arbitrary Option Update CVE-2025-5701 Confirmed* N/A

Other Reproduced Bugs

21 Formidable v4.1.02 PHP Object Injection CVE-2019-15780 Reproduced 300,000+
22 Popup Builder v4.2.5 Cross-Site Request Forgery CVE-2024-2544 Reproduced 200,000+
23 Modern Events Calendar v6.1.0 SQL Injection CVE-2025-5070 Reproduced 100,000+
24 Paid Memberships Pro v2.5.11 Cross-Site Request Forgery CVE-2024-1407 Reproduced 90,000+
25 Email Subscribers & Newsletters v5.3.1 SQL Injection CVE-2022-0439 Reproduced 70,000+
26 Media Library Assistant v3.15 SQL Injection CVE-2024-3518 Reproduced 70,000+
27 ToTop Link v1.7.1 PHP Object Injection CVE-2021-24857 Reproduced 70,000+
28 Appointment Booking Calendar v1.6.6.20 SQL Injection CVE-2024-2341 Reproduced* 60,000+
29 Appointment Booking Calendar v1.6.6.20 SQL Injection CVE-2024-2342 Reproduced* 60,000+
30 Appointment Booking Calendar v1.6.6.20 Cross-Site Request Forgery CVE-2024-1760 Reproduced* 60,000+
31 rtMedia for WordPress v4.6.15 SQL Injection CVE-2024-3293 Reproduced 10,000+
32 rtMedia for WordPress v4.6.15 SQL Injection N/A Reproduced 10,000+
33 HT Contact Form Widget Elementor v2.2.1 Arbitrary File Deletion CVE-2025-7341 Reproduced 10,000+
34 HT Contact Form Widget Elementor v2.2.1 Arbitrary File Upload CVE-2025-7340 Reproduced 10,000+
35 WP Compress Image Optimizer v6.10.32 Arbitrary Option Update CVE-2024-4445 Reproduced 9,000+
36 WP Compress Image Optimizer v6.10.32 Local File Inclusion CVE-2023-6699 Reproduced 9,000+
37 Pie Register v3.8.2.2 Arbitrary Plugin Installation CVE-2024-6069 Reproduced 2,000+
38 WP Online Users Stats v1.0.0 SQL Injection CVE-2025-32603 Reproduced 100+
39 eTemplates v0.2.1 SQL Injection CVE-2024-55972 Reproduced 20+
40 HyperComments v1.2.2 Arbitrary File Deletion N/A Reproduced* N/A

No Vulnerability Detected: Elementor v3.6.2, Contact Form 7 v5.9.4, WPForms – Easy Form Builder for WordPress – Contact Forms, Payment Forms,
Surveys, & More v1.7.5.3, All-in-One WP Migration and Backup v7.86, Duplicate Page v2.5, WordPress Importer v0.8.3, Rank Math SEO – AI SEO
Tools to Dominate SEO Rankings v1.0.228, UpdraftPlus WP Backup & Migration Plugin v1.16.56, WP Fastest Cache v1.2.1, AI Engine v2.9.3,
SureForms v1.7.3, UiPress Lite v3.5.07, Photo Gallery by 10Web – Mobile-Friendly Image Gallery v1.6.2, KiviCare – Clinic & Patient Management
System (EHR) v2.3.8, All-In-One Security (AIOS) – Security and Firewall v4.4.10, WebToffee WP Backup and Migration v1.4.3, Spectra Gutenberg
Blocks – Website Builder for the Block Editor v2.4.1, WooCommerce Tax (formerly WooCommerce Shipping & Tax) v2.2.4, Redirection v5.5.2,
Gallery Plugin for WordPress – Envira Photo Gallery v1.10.0, BestWebSoft’s Like & Share – Posts, Pages and Widget Social Extension plugin for
WordPress v2.73, PublishPress Capabilities – User Role Editor, Access Permissions, User Capabilities, Admin Menus v2.3.0, Redux Framework v4.4.0,
The Events Calendar v6.0.12, HubSpot – CRM, Email Marketing, Live Chat, Forms & Analytics v11.3.6, WP Compress – Instant Performance &
Speed Optimization v6.10.32, WP Statistics – Simple, privacy-friendly Google Analytics alternative v14.0.2, WP Reset v1.97, Content Blocks (Custom
Post Widget) v3.3.0, NextScripts: Social Networks Auto-Poster v3.8.8, Advanced Contact form 7 DB v1.8.6, WP Maps – Store Locator, Google Maps,
OpenStreetMap, Mapbox, Listing, Directory & Filters v4.6.1, Meta pixel for WordPress v2.2.2, Fluent Forms – Customizable Contact Forms, Survey,
Quiz, & Conversational Form Builder v5.1.15, PrettyLinks – Affiliate Links, Link Branding, Link Tracking, Marketing and Stripe Payments Plugin
v1.6.7, Yoast Duplicate Post v2.5, Starter Templates – AI-Powered Templates for Elementor & Gutenberg v3.1.20, Click to Chat – HoliThemes v3.35,
Ad Inserter – Ad Manager & AdSense Ads v2.7.30, Smart Slider 3 v3.5.1.14, Code Snippets v3.3.0, Safe SVG v2.1.1, PDF Embedder v4.6.4, WP
Coder – Insert & Manage Code Snippets v2.5.1, MySliderGallery v1.2.1, JetFormBuilder — Dynamic Blocks Form Builder v3.5.1.2

* Reproduction required manual analysis or intervention.
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1 <?php
2 // file: /wp-includes/user.php
3 function wp_delete_user( $id, $reassign = null ) {
4 // our instrumentation comes first
5 if ( is_user_controlled( $id ) ) {
6 send_crash_signal();
7 }
8

9 // the original function body
10 global $wpdb;
11

12 if ( ! is_numeric( $id ) ) {
13 return false;
14 }
15 // ...
16 }
17 ?>

(a) Simplified instrumentation pseudocode.

1 <?php
2 add_action('wp_ajax_example','themis_my_example');
3 add_action('wp_ajax_nopriv_example','themis_my_example');
4

5 function themis_my_example() {
6 global $wpdb;
7 $secret = $_POST['secret'];
8

9 $result = $wpdb->query(
10 'SELECT * FROM themis WHERE secret = "$secret"');
11

12 // do something with $result
13 }
14 ?>

(b) AJAX action implementation.

1 def main():
2 # set up browser cookies for authentication
3 setup_environment()
4

5 # extract the main attack surfaces
6 for entrypoint_type in ["action", "shortcode", "rest", "menu"]:
7 # call php helper script
8 items = extract_fuzzable_entrypoints(entrypoint_type)
9

10 if not items:
11 print(f"No items found in {entrypoint_type}, skipping.")
12 continue
13

14 # generate php harness files
15 generate_fuzz_harness(items)
16

17 if __name__ == "__main__":
18 main()

(c) Simplified harness generator pseudocode.

1 <?php
2 include('/var/www/html/wp-load.php');
3

4 do_action("admin_init");
5

6 foreach ($GLOBALS['wp_filter'] as $k => $v) {
7 if ((substr($k, 0, 8) == "wp_ajax_") && (!is_internal($k))) echo $k . "\n";
8 }
9 ?>

(d) Simplified PHP code that extracts all AJAX actions.

Figure 6: Code snippet examples.
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Figure 7: Comparison of plugin code coverage between ATROPOS (left) and THEMIS (right) across the benchmark
plugins evaluated in this paper.
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